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Today I’ll introduce the paper entitled Efficient AUC Optimization for Information Ranking Applications.




Outline

• Background and Motivation: Learning to Rank & 
LambdaMART 

• Our Approach: LambdaMART gradient for AUC 

• Experimental Results 

• Conclusion

First I’ll go over some motivation and background information necessary for framing the problem. This includes a short review of learning to rank and the LambdaMART 
algorithm.

Then I’ll go over the approach we used and developed, which involves deriving a gradient approximation that can be used by the LambdaMART algorithm for optimizing 
AUC.

I’ll review the experimental results and then conclude.



Learning to Rank Overview

• E.g. Document Retrieval:
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A quick high-level review of Learning to Rank, which deals with producing rankings of items.


One canonical example of Learning to Rank is document retrieval, where we have a set of documents D, and are presented with a query q. We then have a ranking 
function f(.) that produces a ranking of the documents according to the query.



Learning to Rank Overview

• E.g. Question Answering:
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Document retrieval is not the only application; for example with question-answering we may have a set of candidate answers, and a question q. The ranking function f(.) 
then produces a ranking of the candidate answers according to the question.



Learning to Rank Overview
• Learn               from labeled training dataf(q,D)
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And we learn the ranking function f(.) from labeled training data, where the labels are ‘relevance’ scores. Note that labels may be binary (e.g. relative vs. not relative), or 
multi-valued (e.g. 1 is not relevant, 5 is very relevant, 3 is partially relevant.


In the multi-valued case, we can view each relevance score as its own class.



Learning to Rank Overview

• Evaluated with a variety of metrics: 

• NDCG, Precision@k, Mean Reciprocal Rank, AUC, … 

• Ranking metrics tend to be flat or non-differentiable everywhere 

• Variety of algorithms and approaches 

• Logistic Regression, SVM, RankNet, LambdaMART, MCRank, ...

Ranking systems are evaluated with a variety of metrics, and there are many different algorithms that have been developed. Here we will pay particular attention to 
LambdaMART.



Motivation
• Learning to Rank systems are evaluated using 

different metrics 

• NDCG, Precision@k, Mean Reciprocal Rank, AUC, … 

• Importance of a metric varies by application area 

• A single algorithm that can perform well on different 
metrics is desirable 

• SVM-Perf, Lambda-MART, …

The metric that is ‘important’ will vary by application area. For instance, a ranking algorithm in a search engine may emphasize performance on NDCG, since a high 
NDCG will hopefully correspond to multiple relevant documents for a query.


For question answering, we may only care that our ranking puts the correct answer at the top, so we may focus on optimizing Precision@3, or even Precision@1.


We were particularly interested in a building a general ranking system that could be used in multiple domains by adjusting as few parameters as possible. Therefore to 
minimize the overall system complexity, a single algorithm that can be adjusted to optimize different metrics and perform well on them was desirable.


There are a few such algorithms, such as the multivariate formulation of the SVM used in the SVM-Perf package, and LambdaMART, which is able to optimize a different 
metric by specifying a gradient for the metric.




Motivation
• LambdaMART has been shown to perform well on 

‘difficult to optimize’ metrics 

• NDCG, MRR, Mean Average Precision 

• Can we expand it to optimize AUC? 

• Cover more use-cases with a single algorithm

We decided to focus on the LambdaMART algorithm in part because it has shown good performance on ranking metrics, such as NDCG - it won the Yahoo Learning to 
Rank challenge, and performs well on large datasets.


So far, it has been shown empirically that LambdaMART is able to optimize NDCG, Mean Reciprocal Rank, and Mean Average Precision. 


The question we were interesting in this work was, can we use LambdaMART to optimize AUC? If so, it would add to the portfolio of well-justified metrics that it can be 
used to optimize. This would bring us closer to our goal of a single algorithm that would work well for multiple use-cases.




LambdaMART
• Gradient-boosted trees 

• Optimizes non-differentiable / flat metrics directly 

• Flexible 

• NDCG, MRR, MAP

Now a brief review of LambdaMART, with a specific focus on the areas that are relevant to the work here.


LambdaMART is a ranking algorithm that uses gradient-boosted regression trees and forms an approximation to the gradient whose value is derived from the evaluation 
metric.


It is able to avoid the issue that ranking metrics, such as NDCG and AUC, are non-differentiable or flat, and directly optimize non-smooth metrics. 


An additional attractive property of LambdaMART is that the evaluation metric that LambdaMART optimizes is easily changed; the algorithm can therefore be adjusted for 
a given application area. 


LambdaMART has been empirically shown to find a local optimum of NDCG, Mean Reciprocal Rank, and Mean Average Precision.


This flexibility makes the algorithm a good candidate for a production system for general ranking, as using a single algorithm for multiple applications can reduce overall 
system complexity. 




LambdaMART
• Gradient-boosted trees 

• Optimizes non-differentiable / flat metrics directly 

• Flexible 

• NDCG, MRR, MAP, AUC?

Now a brief review of LambdaMART, with a specific focus on the areas that are relevant to the work here.


LambdaMART is a ranking algorithm that uses gradient-boosted regression trees and forms an approximation to the gradient whose value is derived from the evaluation 
metric.


It is able to avoid the issue that ranking metrics, such as NDCG and AUC, are non-differentiable or flat, and directly optimize non-smooth metrics. 


An additional attractive property of LambdaMART is that the evaluation metric that LambdaMART optimizes is easily changed; the algorithm can therefore be adjusted for 
a given application area. 


LambdaMART has been empirically shown to find a local optimum of NDCG, Mean Reciprocal Rank, and Mean Average Precision.


This flexibility makes the algorithm a good candidate for a production system for general ranking, as using a single algorithm for multiple applications can reduce overall 
system complexity. 




• Gradient approximations for non-smooth metrics

�-gradients

LambdaMART directly optimizes ranking metrics, and is ‘flexible’ in the sense that the evaluation metric that LambdaMART optimizes is easily changed.


So how does it do this? It does so by forming an approximation to the gradient which we will refer to as a “Lambda Gradient”.


By merely specifying a lambda gradient, one can adjust the metric that LambdaMART optimizes.




• Gradient approximations for non-smooth metrics 

�-gradients

�i =
X

j2(di,dj)|`i 6=`j

�ij

The Lambda Gradient is a function of the rankings given by the current model (at a given iteration).


For a given document i, the lambda gradient is a sum over document-pair-level terms that have different relevance labels.




• Gradient approximations for non-smooth metrics 

�-gradients

�i =
X

j2(di,dj)|`i 6=`j

�ij
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These document-pair-level terms are composed of three terms: 




• Gradient approximations for non-smooth metrics 

�-gradients
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The Lambda Gradient is composed of three terms.


Here we have a list of documents. We can see the documents i and j that this pair-level lambda gradient corresponds to.




�-gradients
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Change in metric 
from swapping i 

and j

Now, the term that we will be interested in here is the “Delta term”. It is the change in the IR metric that comes from swapping documents i and j in the ranked list.
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The Lambda Gradients for NDCG, MAP, and MRR are identical except for this Delta term. In each case, we substitute in the appropriate Delta term. So for instance if we 
wish to specify a Lambda gradient for NDCG, we use a delta NDCG term.
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AUC Optimization with LambdaMART

�AUCij

• Approach: derive a                  for AUC                 �-gradient

Our approach to optimizing AUC using LambdaMART, then, involves deriving a lambda gradient for AUC. Specifically, we will substitute a Delta term for AUC.
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How do we compute               efficiently?�AUCij

The question then becomes, how can be compute Delta AUC efficiently for a pair of documents i, j?



• Naive: Compute AUC before and after swapping 

• Computed for                document pairs 

•        :

�ij = Sij
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How do we compute               efficiently?�AUCij

O(n(i)2)

n(i) # documents for query i

If we simply call ‘compute AUC’ before and after swapping, it will be inefficient. The Delta term is computed for O of # documents in the query squared, so it must be 
extremely efficient to work on large datasets (with many documents per query).


How are we going to compute this efficiently?



How do we compute               efficiently?�AUCij

�AUCij =
(`j � `i)(j � i)

mn

Theorem 1

This brings us to the Theorem that’s proved in this paper. It gives us a simple, O(1) formula for computing the change in AUC that comes from swapping documents i and 
j. 


As a result of this theorem, we are able to have a lambda gradient that works on large datasets.



How do we compute               efficiently?�AUCij

�AUCij =
(`j � `i)(j � i)

mn

Theorem 1

`j : label of document j
`i: label of document i
m: number of positive labels

n: number of negative labels

Specifically, for documents i and j, it is simply the label of document j minus the label of document i, times the distance between j and i.


We then divide by the number of positive labels and number of negative labels for documents in the query.



How do we compute               efficiently?�AUCij

�AUCij =
(`j � `i)(j � i)
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Theorem 1
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In the example here, we have document 2 with a label of 0, and document 7 with a label of 1. This document pair happens to be mis-ranked, so we’d expect that the 
AUC should increase once we swap documents i and j.



How do we compute               efficiently?�AUCij
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Applying the formula from the theorem, we see that this is indeed the case.


Having this simple constant time formula makes it possible to use the lambda gradient on datasets with a large number of documents per query.



Idea of the proof

I’ll now give an idea of the high level steps involved in the proof of the formula. The full details can be found in the paper.



Idea of the proof

AUC =
CorrectPairs

mn

We start with the fact that the AUC is equivalent to the Wilcoxon-Mann-Whitney statistic.

This statistic can be written as the number of ‘correct pairs’ divided by m times n (the number of positive labels and number of negative labels)



Idea of the proof

AUC =
CorrectPairs

mn

�AUC
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Just applying this definition of AUC, we get a starting point for the delta AUC term:

The number of correct pairs prior to swapping minus the number of correct pairs after swapping

divided by the same quantity.

With this formula we see that we need to count the number of correct pairs before and after the swap.



Idea of the proof

AUC =
CorrectPairs

mn
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mn
Lemma 1 =)

In Lemma 1, we prove that we only need to count the number of correct pairs within the interval [i, j] in the ranked list.


So we can further simplify the numerator.



Idea of the proof
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In Lemma 2, we prove that the change in the number of correct pairs within the interval [i, j] is simply the length of the interval, multiplied by the difference in the labels


So we can simplify the numerator even further, completing the proof.



Multiclass AUC

MAUC =
CX

i=1

AUC(ci) ⇤ p(ci)

The standard AUC formulation is defined for binary classification. 

To evaluate a model using AUC on a dataset with multiple class labels, AUC can be extended to multi-class AUC (MAUC).


We compute an individual term for each class, then weight each individual AUC term by the proportion of the dataset examples with that class label.



Multiclass AUC Optimization

�MAUCij =
CX

k=1

�AUC(ck)ij ⇤ p(ck)

The formula from Theorem 1 is easily applied to give us a delta term for multi-class AUC.



Multiclass AUC Optimization

�AUCij =
(`j � `i)(j � i)

mn

�MAUCij =
CX

k=1

�AUC(ck)ij ⇤ p(ck)

Theorem 1

The formula from Theorem 1 is easily applied to give us a delta term for multi-class AUC.



Summary

• Optimize AUC, multi-class AUC 

• Use notion of 

• Derived an efficient                   for AUC, MAUC

�-gradient

�-gradient

So in summary so far, our goal was to optimize AUC and multi-class AUC using LambdaMART.


We used the idea of a lambda gradient, and derived an efficiently computable lambda gradient for AUC and multi-class AUC



Experiments
• Single Class 

• Multi-Class 

• Baseline: SVM with ROCArea loss

So how did LambdaMART with the AUC gradient perform in practice?


We conducted experiments on both single and multi-class datasets. Again, the classes refer to the relevance labels.



Experiments - Single Class

• LETOR 3.0 Gov

Table 1: Summary of AUC on test folds

td2004 np2004 td2003 np2003

LambdaMART-AUC 0.867 0.971 0.870 0.991

SVM-Perf 0.841 0.988 0.861 0.997

For single class, we used the LETOR 3.0 benchmark datasets.


We found that LambdaMART with AUC performed ‘similarly’ to the SVM; it was worse on some, and better on others.


For single-class, we conclude that LMART-AUC can be added to the portfolio of existing AUC ranking algorithms for single class, e.g. SVM; but do not make a claim of 
superior performance.



Experiments - Multiclass

# Queries

Yahoo 20,000

mq2007 800

mq2008 1500

• Yahoo! Learning to Rank 
Challenge datasets 

• 5 classes 

• LETOR 4.0 

• 3 classes

For multi-class, we used:

- versions 1.0 and 2.0 of the Yahoo! Learning to Rank Challenge datasets

- the mq2007 and mq2008 datasets from the LETOR 4.0 [12] collection 


We can see that the Yahoo datasets are substantially larger, with roughly 20 thousand queries vs. on the order of 1000 queries for the LETOR datasets




Experiments - Multiclass

# Queries

Yahoo 20,000

mq2007 800

mq2008 1500

• Outperforms SVM 
on Yahoo

LambdaMART with multi-class AUC outperformed SVM on the large, 5 class yahoo datasets, and performed similarly on the smaller LETOR 4.0




Experiments - Multiclass

# Queries

Yahoo 20,000

mq2007 800

mq2008 1500

• Outperforms SVM 
on Yahoo 

• Large datasets 
(e.g. MSLR10k) 

• SVM unable to converge in 
12 hours 

• LambdaMART: ~1 hr per 
fold

On another large benchmark dataset, MSLR 10k, the SVM failed to converge in 12 hours while training, while LambdaMART was trained in around an hour per fold (on a 
laptop).



Experiments - Multiclass

• Outperforms SVM 
on Yahoo 

• Large datasets 
(e.g. MSLR10k) 

• SVM unable to converge 
in 12 hours 

• Maintains higher 
precision on all 
datasets

# Queries

Yahoo 20,000

mq2007 800

mq2008 1500

And as an added bonus, while achieving the similar or higher multi-class AUC scores, in all cases LambdaMART maintained higher precision. This was measured in 
terms of Mean Average Precision, as well as Micro and Macro-Averaged precision.



Per-class

• Emphasizes classes based on proportions

So how does LambdaMART Mauc perform the optimization?


It turns out it follows the definition of multi-class AUC, in that it will optimize the per-class precision according to the class prevalence. So it will place training emphasis 
on the class 1 and 2 AUCs, which are the most prevalent.



Per-class

• Emphasizes classes based on proportions 

• Due to weights from MAUC definition

MAUC =
CX

i=1

AUC(ci) ⇤ p(ci)

It turns out that it follows the definition of multi-class AUC, in that it will optimize the per-class precision according to the class prevalence. It will place training emphasis 
on the class 1 and 2 AUCs, which are the most prevalent.



Summary
• Motivated by a single algorithm for multiple metrics 

• Derived gradient approximation for AUC, multi-class AUC 

• Provided an efficient formula 

• Performs particularly well on large, multi-class datasets

In summary, our goal was to expand LambdaMART to optimize AUC and multi-class AUC.

To achieve the goal, we derived a gradient approximation for AUC using the notion of a lambda gradient, and proved an efficient formula for computing the 
approximation.

The experiments showed that it performed particularly well on large, multi-class datasets relative to the baseline.



Thank you! 


